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Background

* HPC Reliability, Availability, and Serviceability (RAS) Logs are
valuable resources to obtain clues for system status, failures (or
system anomalies), performance degradation, etc.

- Many researchers want access to logs, However ...

- Data are often heterogeneous, unstructured, huge in volume, ant not stored
in database for retrieval.

 Capability of storing, analyzing, and visualizing RAS logs is greatly
desired.

* Our efforts to create Big Data based HPC log analytic framework for
a large pool of users is presented.

%OAK RIDGE

1 Labor



HPC Logs and Big Data

“Big data is a term for data sets that are so large or complex
that traditional data processing application software is
Inadequate to deal with them. Big data challenges include
capturing data, data storage, data analysis, search,
sharing, transfer, visualization, querying, updating and
Information privacy.”

- Wikipedia
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Overall Roadmap to HPC Log Analytics

Database Selection and Design of Data Model

» Flexible and Time series friendly data model for HPC event data

Data Transformation and Ingest into Database

» Event Definition and ETL Process

Selection of Computational Model

» |dentification of the best computational model for the data model

Offline Analytics Framework

- Serves analytics on historical data

Online Analytics Framework

« Real-time monitoring and analytics KIILq)DGE
nal Laboratory




Database Selection for HPC Log Events

 Scalability

— Database should be capable of accommodate ever-increasing volume of data

» Low latency and High availability
— Should serve interactive analytics and near real-time query requests.
— Should survive failure.

* Flexibility
— Should represent various types of events

 Time series friendly
— Time series analytics over an arbitrary time interval
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Database Selection

Relational DB
Document

Key Value Store
Column Store
Graph DB
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NoSQL Database

TYPES PERFORMANCE SCALABILITY FLEXIBILITY
KEY-VALUE STORE high high high
COLUMN STORE high high moderate
DOCUMENT high moderate high
GRAPH DATABASE moderate moderate high

Cassandra
Column family based key value store (flexible)
Hash-based distributed data model (scalable)

Convenient to store data in a time series
Shows superior performance over other NoSQL DBs
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Event Data Model with Redundancy for Efficient Retrieval

Main hash/distribution key

Sorted by timestamp
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A data row for event occurrences arranged by event type
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A data row for event occurrences arranged by location of occurrence
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Workload Data Model with Redundancy
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Data Tables are Distributed by Hash Keys

Hash Keys

replica
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Data Distribution over Cassandra Nodes

* A month of data
are populated over
16 node cluster.

» Percentages of
data owned by
each Cassandra
node are
measured.

* The result shows
our schema design
results in a good
distribution.

Amount of Data Each Own (%)

13.3 13.1 13.1 13

12.1 12.1 12 12.4 12.4 12.2

12

12.6 g m 12-7 p 12.6 g .

12.2

14 15 16

%NOAK RIDGE

ional Laboratory



Spark: Computation Model for Cassandra

» Spark is a distributed in-memory map/reduce

computation framework. [ zit\
. L e )
» Spark includes a rich suite of analytic » <~ )
modules \ D
— Statistics, machine learning, stream mining, text mn
mining, etc. e .
- For log analytics, data in the Cassandra ‘_.
cluster need to be moved into the distributed '. \.
memory. Fre /fg‘«“i‘é“;‘"‘ﬂ y
* To maximize locality, a spark node is installed \6"

In each Cassandra node.
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The Frontend User Interface

« Users interacts with the
framework by creating a

query of task and context.

« Context is:
— Event type
— Application
— Location
— User
— Time period
— Or combination of all above

* Frontend provides
interfaces to create a
context.

€00/ raven o ==,

€ - C A | [3 localhost:18888/ramonitor/dist/index.html#setting QY & O =

L Select a period of your interest and event types for exploration

© Build

Physical Map

Time Interval

Event/Application
Selection

OAK RIDGE

National Laboratory



Offline Analytics Framework

» Cassandra + Spark Cluster as data and computation component
— Increased performance thanks to data locality

 Analytic server for multitudes of users
— Query processing engine
— Web-based frontend

* Frontend as an event browser offering basic analytic capabilities
» Enabling accessibility by providing REST server

— Users can write/execute their own codes for analytics
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Offline Analytics Framework Architecture

Query Tornado
Engine Web Server

Big Data
Processing
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Spatiotemporal Browsing of Events and Applications
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Statistics Computation using Spark
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Simple Text Mining using Spark
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Offline Analytics Framework Architecture

Query Tornado
Engine Web Server

Big Data
Processing
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Jupyter Client for Ad Hoc Analysis

® /= Home X ) pyspark-livy-cassandra x \WR
C 0 ® 17222021 livy- dra.ipynb

Z Jupyter pyspark-livyy-cassandra Last Checkpoint: 08/25/2017 (unsaved changes)
File Edit View Insert Cell Kernel Widgets Help

+ %< @B 4 ¢ M B C Markdown 4 @ Celoolbar

In [1]: %%info
Current session configs: {u'kind': 'pyspark'}
No active sessions.
In (2]: event_by location = spark.read\
-format ("org.apache.spark.sql.cassandra”)\
.options (table="events_by location”, keyspace="logcat')\
~load()

starting Spark application

1] vaRN Application 1D [Kind _[state [spark Ul [Driver log [Current session? |
[o Jrore froanfae | | v |

sparksession available as 'spark’.

In (3): eventtypes = spark.read\
. format("org.apache. spark.sql.cassandra”)\
.options (table="eventtypes", keyspace="logcat’)\
~load()

In [4]: eventtypes.show()

|eventtype| description|  source|
+

6|Graphics Engine E...| console
17| ec_sedc_collect_src| consumer
2 NVRM Xid| console

22 LustreError| console
5| Unknown GPU Error| console
10 segfault| console
1 lustre| console
7 kernel panic| console
1 DVS Confusion| console
19 ec_10_health| consumer
12 t| console
8 out of memory| console
3|Machine Check Exc...| console
18 ec_10_voltage| consumer
9 console
14 Lanemask Change|net watch
20 ec_environment | consumer
21 ec_10_node_dwn| consumer
16 ec_11_failed| consumer
13 Inet Error| console
+

only showing top 20 rows

In [ ): event_by location.describe().show()
In [4]: count_dist = event_by location.fi: _by_locati

In [5]: count_dist.count()

6452

In [6]: count_dist.createOrReplaceTempView('count_dist_tbl')

H
5

: count_dist.describe().show()

) -groupby( ‘source' ) .count ()

Logout

| PySpark O

+ %< @A B 4 ¢ M B C | Markdown 4 = CellToolbar

In [3): import re
from pyspark.sql.types import Row

def return_slot(row):
source = row['source’]
#c0-0c0s3n1
m = re.match('"(c\d+\-\d+c\d+s\d+) ', source)
slot = m.group(1)
return (slot, row('count'])

def return_chasis(row):
source = row[ 'source’]
#c0-0c0s3n1
m = re.match('"(c\d+\-\d+c\d+)',source)
chasis = m.group(l)
return (chasis, row['count'])

def return_cabint(row):
source = row[ 'source’]
#c0-0c0s3n1
m = re.match('"(c\d+\-\d+)',source)
cabinet = m.group(1l)
return (cabinet, row['count'])

def to_df(pair):
row =

Tow[ 'source'] = pair(0]
row['count'] = pair(1]
return row

def cid_to_xy_df(row):
new_row = {}
cid = row[ 'source']
m = re.match('“c(\d+)\-(\d+)c(\d+)s(\d+)n(\d+)', cid)
x = int(m.group(l)) * 8 + int(m.group(4))

y = int(m.group(2)) * 3 * 4 + int 3)) * 4 +int 5))
new_row[ 'x'] = x

new_row('y'] =y

new_row 'count '] = row['count']

return new_row

In [ ): heat_df = count_dist.rdd.map(lambda x: Row(**cid_to_xy_df(x))).toDF()
heat_df.createOrReplaceTempView( 'heat_dist_tbl')
In [ ): $%sql -q -n -1 -o heat_local_dist
select x,y,count from heat_dist_tbl
In [ ]: %tlocal
import numpy as np
heat_data = np.array(heat_local_dist.apply(lambda x: x.tolist()))
In [ ]: %tlocal
print heat_data
for r in heat_data:
print r(0], r[1], r(2]
In [ ): $tlocal
options = {
‘chart': {

‘type': 'heatmap',
‘marginTop': 40,
‘marginBottom': 80,
‘plotBorderWidth': .5

® 00 /= Home % ) pyspark-livy-cassandra * \W Person 1
® 172.22.0.213:80 livy dra.ipynb
: Jupyter pyspark-livy-cassandra Last Checkpoint: 08/25/2017 (unsaved changes) Logout
File  Edt  View Inset Cell Kemel Widgets Help | PySpark O
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Jupyter Client for Ad Hoc Analysis Cont.

- Home,

Person 1

eo0e

 Home

% ) = pyspark-livy-cassandra

Person 1

C (Y ® 1722202

x>’ Z pyspark-livy-cassandra x \W\

i ipynb

: Jupyter pyspark-livy-cassandra Last Checkpoint: 08/26/2017 (unsaved changes)

File  Edt View Inset Cell Kemel  Widgets  Help

+/ < @ B 4+ ¢ M B C Makdown 4 @  Celloolbar
Tormatter : -runction () { \
return '<b>' + this.series.xAxis.categories[this.point.x] + '</b> sold <br><b>' + \

Logout

| Pyspark O

this.point.value + '</b> items on <br><b>' + this.series.yAxis.categories[this.point.y] + '</b>';\

In [37): %%local
tmatplotlib inline
import matplotlib
import seaborn as sns
import numpy as np
import matplotlib.pyplot as plt

sns.set()
np_data = np.zeros((8+3*4, 25%8), dtype=int)
for r in heat_data:

np_data[r(1], r[0]] = r[2]

a4_dims = (18.7, 8.27)
, ax = plt.subplots(figsize=ad_dims)
ax = sns.heatmap(ax-ax, data=np_data, xticklabels=10, yticklabels=10)

#### slot_df = count_dist.rdd. hasis). XY X+Y).

slot_df.createOrReplaceTempView('chasis_count_dist_tbl')

In [ ): %%sql -q -n -1 -o chasis_local_count_dist
select count from chasis_count_dist_tbl

In [ ): %tlocal
import numpy as np
data = np.array(chasis_local_count_dist['count'])
count_hist = np.histogram(data, 100)
y = np.append(count_hist[0], [0])
X = count_hist[1]

x: Row(**to_df(x))).toDF(

25000

20000

15000

10000

C (Y ®172.22021

livy
: Jupyter pyspark-livy-cassandra Last Checkpoint: 08/26/2017 (unsaved changes)

File  Edit  View Inset Cell Kemel  Widgets Help

+ %< @B 4 ¢ M B C | Markdown 4 = CelToolbar
r
}

e

‘xaxis':{},
‘yAxis':{}

In [10]: $local
rom highcharts import Highchart

Logout

| Pyspark O

¥ A chart is the container that your data will be rendered in, it can (obviously) support multiple data series within it.

thart = Highchart()
went_name = 'Machine Check Exception'

¥ Adding a series requires at minimum an array of data points.

¥ You can also change the series type, the name, or other series options as kwargs.
fdata = local_count_dist['count’]
‘hart.set_dict_options(options)
thart.set_options('title',{'text': event_name})
thart.set_options('subtitle',{'text': 'Chasis'})

‘hart.add_data_set (hist.tolist(), series_type='column', name='Occurrences')
fchart.add_data_set (local_count_dist['count'], series_type='column', name='Example Series')

thart
Out[10]: " "
o Machine Check Exception
Chasis
200
Reset zoom

150

S 00
K

50

o e i
0 1 2% 3 a sk 6k 7 8k

® Occurrences

In (3): %%cleanup -f
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Online Monitoring & Analytics

* Facilitates online analytics
— Real time failure detection from event streams

— Maintaining up-to-date statistics regarding system usages, event occurrences,
application runs, etc.

— Providing logs as multiple time series streams of events

 Challenge is to bring processed data to end user with negligible lag
— Data co-location
— Processing of fast stream of large volume

* Our approach
— Publish events from where they are generated

— Consume events in parallel using Spark %0AK RIDGE
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Online Monitoring & Analytics Cont.

* Oak Ridge Leadership Computing Facility (OLCF) deployed Kafka on
top of OpenShift Origin.

— Allows elastic scale out of Kafka nodes

— With bigger system coming online, additional Kafka nodes will be deployed as
necessary to handle increased volume of data

— Conversely, additional Kafka nodes will be deployed to meet the increased
demand from consumers

“Srigin Kk
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Conclusion

* Big Data approach to designing and implementing HPC log analytics
framework for large pool of users is presented.

» A-Z efforts that include:

— Scalable data model for efficient retrieval from various perspectives.
— Tightly coupled data and compute model for analytics

— Frontend user interface for browsing and visualizing events with basic
statistics computational capabillities.

— On going online streaming processing for real time monitoring
* As exascale system coming available, the framework will play
Important role in understanding system health, status, and utilization.
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Relational and Log Data

o R D B M S n e ed S to e n S u re AC I D p ro pe rti es ATOMICITY CONSISTENCY ISOLATION DURABILITY

— ACID compliancy protects the integrity of your database by ensuring
transactional interactions with the database.

— Suitable for structured data that do not change and do not grow massively.

« HPC Log data processing does NOT require ACID properties
— Does not need to update old data with transactional protection

- RDBMS for HPC Log data

— Not flexible
— Not scale
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